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Fast Approximate Energy Minimization via Graph Cuts

Yuri Boykov, Olga Veksler and Ramin Zabih

Abstract

Many tasks in computer vision involve assigning a label (suls as disparity) to every
pixel. A common constraint is that the labels should vary smathly almost everywhere
while preserving sharp discontinuities that may exist, e.g, at object boundaries. These
tasks are naturally stated in terms of energy minimization. In this paper we consider
a wide class of energies with various smoothness constragt Global minimization of
these energy functions is NP-hard even in the simplest disetinuity-preserving case.
Our focus is therefore on e cient approximation algorithms. We present two algo-
rithms based on graph cuts that e ciently nd a local minimum with respect to two
types of large moves, namelyexpansion moves andswap moves. These moves can si-
multaneously change the labels of arbitrarily large sets ofpixels. In contrast, many
standard algorithms (including simulated annealing) use snall moves where only one
pixel changes its label at a time. Our expansion algorithm nds a labeling within a
known factor of the global minimum, while our swap algorithm handles more general
energy functions. Both algorithms allow important cases ofdiscontinuity preserving
energies. We experimentally demonstrate the e ectivenesf our approach for im-
age restoration, stereo and motion. On real data with groundtruth we achieve 98%
accuracy.

Index Terms | Energy minimization, graph, minimum cut, maximum ow,
stereo, motion, image restoration, Markov Random Fields, Btts model, multiway cut.

1 Energy minimization in early vision

Many early vision problems require estimating some spatlglvarying quantity (such as in-
tensity or disparity) from noisy measurements. Such quarites tend to be piecewise smooth;
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they vary smoothly on the surface of an object, but change dnaatically at object bound-
aries. Every pixelp 2 P must be assigned a label in some nite sdt. For motion or stereo,
the labels are disparities, while for image restoration tlyerepresent intensities. The goal is
to nd a labeling f that assigns each pixep 2 P a labelf, 2 L, wheref is both piecewise
smooth and consistent with the observed data.

These vision problems can be naturally formulated in termsf@nergy minimization. In
this framework, one seeks the labelinfy that minimizes the energy

E(f) = Esmootn (f) + Egata (T ):

Here Esmoothn Measures the extent to whicl is not piecewise smooth, whil& 4, Mmeasures
the disagreement betweeri and the observed data. Many di erent energy functions have
been proposed in the literature. The form oE ya, IS typically

X
Edaa (f) = Dp(f p);
p2P

where D, measures how well lab€i, ts pixel p given the observed data. In image restora-
tion, for example, D,(f ) is normally (f, Ip)z, wherel, is the observed intensity ofp.

The choice ofEsmeotn IS a critical issue, and many di erent functions have been piposed.
For example, in some regularization-based approaches [Z2], Esmootn Makesf smooth
everywhere. This leads to poor results at object boundariesEnergy functions that do
not have this problem are calleddiscontinuity preserving A large number of discontinuity
preserving energy functions have been proposed (see forregke [21, 29, 42]).

The major di culty with energy minimization lies in the enor mous computational costs.
Typically these energy functions have many local minima @., they are non-convex). Worse
still, the space of possible labelings has dimensig®j, which is many thousands.

The energy functions that we consider in this paper arise in\ariety of di erent contexts,
including the Bayesian labeling of rst-order Markov Randon Fields (see [30] for details).
We consider energies of the form

X X
E(f) = Voig(fps fo) + Dp(fp); (1)
f p;qg2N p2P
whereN is the set of interacting pairs of pixels. TypicallyN consists of adjacent pixels, but
it can be arbitrary. We allow D, to be nonnegative but otherwise arbitrary. In our choice of
Esmooth ONly pairs of pixels interact directly! Note that each pair of pixelsf p; g can have

LPair-wise interactions Vyq introduce (long range) dependence between all image pixeldhis is a dramatic
improvement over models assuming pixel independence. High order direct interactions (e.g. between triples
of pixels) can potentially yield even better models but havelargely been ignored due to tractability issues.
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its own distinct penalty V,,,q. This turns out to be important in many applications, as show
in Section 8.2. However, to simplify the notation, we will fequently write V instead of V.

We develop algorithms that approximately minimize the engy E(f ) for an arbitrary
nite set of labels L under two fairly general classes of interaction penalty’: metric and
semi-metric. V is called ametric on the space of label& if it satis es

vi; )=0 = (2)
vi; ) = v ) 6 3)
V() V(i )+ VG ) (4)
for any labels ; ; 2 L. If V satis es only (2) and (3), it is called asemi-metric.?

Note that both semi-metrics and metrics include important ases of discontinuity preserv-
ing interaction penalties. Informally, a discontinuity preserving interaction term should have
a bound on the largest possible penalty. This avoids overpaizing sharp jumps between
the labels of neighboring pixels; see [46, 30] and our expeental results in Section 8.6.
Examples of discontinuity preserving interaction penalés for a one-dimensional label sét
include the truncated quadraticV(; )= min(K; j j?) (a semi-metric) and the trun-
cated absolute distancé/(; )= min(K; j j) (& metric), where K is some constant. If
L is multidimensional, we can replace j by any norm, e.g.jj jj.,. These models encourage
labelings consisting of several regions where pixels in teame region have similar labels,
and therefore we informally call them piecewise smooth mdde

Another important discontinuity preserving function is given by the Potts modelV(; )=
K T( 6 ) (ametric), whereT()is 1 if its argument is true, and otherwise 0. This model
encourages labelings consisting of several regions wherels in the same region have equal
labels, and therefore we informally call it a piecewise caast model.

We begin with a review of previous work on energy minimizatioin early vision. In
Section 3 we give an overview of our energy minimization algdhms. Our rst algorithm,
described in Section 4, is based on- -swap moves and works for any semi-metri¢. Our
second algorithm, described in Section 5, is based on the manteresting -expansion moves
but requires V to be a metric. Optimality properties of our algorithms are @scussed in
Section 6. For example, we show that our expansion algorithproduces a solution within
a known factor of the global minimum ofE. In Section 7 we describe an important special
case of our energy which arises from the Potts interaction palty. This is a very simple

2In fact, we only assumeV (; )= V(; )in order to simplify the presentation. We can easily generéize
all results in this paper to allow V(; )6 V(; ). This generalization requires the use of directed graphs.
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type of discontinuity preserving smoothness penalty, yetavprove that computing the global
minimum is NP-hard. Experimental data is presented in Seainh 8.

2 Related work

The energy functions that we are interested in, given in eqtian (1), arise quite naturally in
early vision. Energy based methods attempt to model some gl image properties that can
not be captured, for example, by local correlation technigs. The main problem, however,
is that interesting energies are often di cult to minimize. We show in the appendix that
one of the simplest discontinuity preserving cases of our engy function minimization is
NP-hard; it is therefore impossible to rapidly compute the lpbal minimum unless P=NP.

Due to the ine ciency of computing the global minimum, many authors have opted for
a local minimum. However, in general a local minimum can be itrarily far from the
optimum. It thus may not convey any of the global image propéies that were encoded in
the energy function. In such cases it is dicult to determinethe cause of an algorithm's
failures. When an algorithm gives unsatisfactory resultst may be due either to a poor
choice of the energy function, or to the fact that the answesifar from the global minimum.
There is no obvious way to tell which of these is the problefm.Another common issue is
that local minimization techniques are naturally sensitie to the initial estimate.

In general, a labelingf is a local minimum of the energ\E if

E(f) E(@9Y foranyf°\nearto" f: (5)

In case of discrete labeling, the labelings near foare those that lie within a singlemoveof
f . Many local optimization techniques use what we will cabtandardmoves, where only one
pixel can change its label at a time (see Fig. 2(b)). For starmdd moves, equation (5) can
be read as follows: if you are at a local minimum with respecbtstandard moves then you
cannot decrease the energy by changing a single pixel's Iabk fact, this is a very weak
condition. As a result, optimization schemes using standdmoves frequently generate low
quality solutions. For instance, consider the local minimm with respect to standard moves
shown in Fig. 1(c).

An example of a local method using standard moves is Iterat€bnditional Modes (ICM),

3In special cases where the global minimum can be rapidly comyted, it is possible to separate these
issues. For example, [20] points out that the global minimumof a special case of Ising energy function is not
necessarily the desired solution for image restoration. [20] analyze the performance of simulated annealing
in cases with a known global minimum.
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which is a greedy technique introduced in [4]. For each pixehe label which gives the largest
decrease of the energy function is chosen, until convergerto a local minimum.

Another example of an algorithm using standard moves is sidated annealing, which was
popularized in computer vision by [19]. Annealing is poputdbecause it is easy to implement,
and it can optimize an arbitrary energy function. Unfortundely, minimizing an arbitrary
energy function requires exponential time, and as a consegice simulated annealing is very
slow. Theoretically, simulated annealing should eventugl nd the global minimum if run for
long enough. As a practical matter, it is necessary to decrsathe algorithm's temperature
parameter faster than required by the theoretically optimhschedule. Once annealing's
temperature parameter is su ciently low, the algorithm will converge to a local minimum
with respect to standard moves. In fact, [20] demonstrate #t practical implementations
of simulated annealing give results that are very far from th global optimum even in the
relatively simple case of binary labelings.

Trying to improve the rate of convergence of simulated anniag [39, 3] developed sam-
pling algorithms for the Potts model that can make larger maes similar to our - -swaps.
The main di erence is that we nd the best move among all posble - -swaps, while [39, 3]
randomly select connected subsets of pixels that change ithiabel from to . Like simu-
lated annealing, these algorithms have only convergencet\a nity" optimality properties.
The quality of the solutions that these algorithms producen practice under realistic cooling
schedules is not clear.

If the energy minimization problem is phrased in continuougerms, variational methods
can be applied. These methods were popularized by [22]. \&ronal techniques use the Euler
equations, which are guaranteed to hold at a local minimurh.To apply these algorithms to
actual imagery, of course, requires discretization.

Another alternative is to use discrete relaxation labelingnethods; this has been done by
many authors, including [12, 36, 41]. In relaxation labelop combinatorial optimization is
converted into continuous optimization with linear constaints. Then some form of gradi-
ent descent which gives the solution satisfying the consirds is used. Relaxation labeling
techniques are actually more general than energy minimizah methods, see [23] and [32].

There are also methods that have optimality guarantees in dain cases. Continuation
methods, such as graduated non-convexity [8], are an exampl These methods involve
approximating an intractable (non-convex) energy functin by a sequence of energy functions,
beginning with a tractable (convex) approximation. There g circumstances where these

4Note that in continuous cases the labels near td in equation (5) are normally de ned as jif  f §j
where is a positive constant andjj jj is a norm, e.g.L,, over some appropriate functional space.
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methods are known to compute the optimal solution (see [8] rfaletails). Continuation
methods can be applied to a large number of energy functiortsyt except for these special
cases nothing is known about the quality of their output.

Mean eld annealing is another popular minimization approeh. It is based on esti-
mating the partition function, from which the minimum of the energy can be deduced.
However computing the partition function is computationaly intractable, and saddle point
approximations [31] are used. [17] provides an interestirgpnnection between mean eld
approximation and other minimization methods like graduaéd non-convexity.

There are a few interesting energy functions where the gldb@inimum can be rapidly
computed via dynamic programming [2]. However, dynamic pgbamming is restricted essen-
tially to energy functions in one-dimensional settings. Tis includes some important cases,
such as snakes [26]. In general, the two-dimensional eneffgyctions that arise in early
vision cannot be solved e ciently via dynamic programming.

Graph cut techniques from combinatorial optimizatiof can be used to nd the global
minimum for some multidimensional energy functions. Whenhere are only 2 labels, equa-
tion (1) is a special case of thésing model. Greig, Porteous, and Seheult [20] showed how
to nd the global minimum in this case by a single graph cut computation. Note that the
Potts model we discuss in Section 7 is a natural generalizari of the Ising model to the case
of more than 2 labels. [14] develop a method optimal to withia factor of two for the Potts
model; however the data energy they use is very restrictivkecently [37, 24, 11] used graph
cuts to nd the exact global minimum of a certain type of energ functions. However, these
methods apply only if the labels are one-dimensional. Mostportantly they require V to
be convex [25], and hence their energies are not discontigupreserving, see Section 8.6.

Note that graph cuts have also been used for segmentation bdson clustering [47, 16,
44]. Unlike clustering, we assume that there is a natural seff labels (e.g. intensities or
disparities), and a data penalty functionDy( ) which makes some pixel-label assignments
more likely than others.

The main contribution of this paper are two new algorithms fomultidimensional energy
minimization that use graph cuts iteratively. We generalie the previous results by allowing
arbitrary label sets, arbitrary data terms D, and a very wide class of pair-wise interactions
V that includes discontinuity preserving cases. We achieveproximate solutions to this NP
hard minimization problem with guaranteed optimality bourds.

SThroughout this paper we informally use graph cutsto refer to the min-cut/max- ow algorithms that
are standard in combinatorial optimization [1]. See Sectia 3.3 for more details on graph cuts.



IEEE Transactions on PAMI, vol. 23, no. 11, pp. 1222-1239 p/

(a) original image  (b) observed image (c) local min w.r.t. (d) local min w.r.t.
standard moves -expansion moves

Figure 1. Comparison of local minima with respect to standdrand large moves in case
of image restoration. We use energy (1) with quadratic dataetms penalizing deviations
from the observed intensities (b). The smoothness term isuncated L, metric. Both local
minima in (c) and (d) were obtained using labeling (b) as an itial solution.

3 Overview of our algorithms

The NP-hardness result given in the appendix e ectively fares us to compute a local min-
imum. However, our methods generate a local minimum with rpect to very large moves.
We show that this approach overcomes many of the problems assted with local minima.

The algorithms introduced in this section generate a labe&lg that is a local minimum
of the energy in (1) for two types of large moves: -expansion and - -swap. In contrast
to the standard moves described in Section 2 these moves all@rge number of pixels to
change their labels simultaneously. This makes the set ofbkalings within a single move
of a locally optimal f exponentially large, and the condition in (5) very demandig. For
example, -expansion moves are so strong that we are able to prove thatyalabeling locally
optimal with respect to these moves is within a known factor fathe global minimum (see
Section 6). Fig. 1 compares local minima for standard moves)(and for -expansion moves
(d) obtained from the same initial solution (b). This and other experiments also show that
in practice our solutions do not change signi cantly by varing the initial labelings. In most
cases starting from a constant labeling (where all pixels tathe same label) is good enough.

In Section 3.1 we discuss the moves we allow, which are bessa&ed in terms of
partitions. In Section 3.2 we sketch the algorithms and listheir basic properties. The main
computational step of our algorithms is based on graph cut ¢éniques from combinatorial
optimization, which we summarize in Section 3.3.
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(a) initial labeling (b) standard move - -swap -expansion

Figure 2. Examples of standard and large moves from a giverbkling (a). The number of
labels isjLj = 3. A standard move (b) changes a label of a single pixel (in thcircled area).
Strong moves (c-d) allow large number of pixels to change tihdéabels simultaneously.

3.1 Partitions and move spaces

Any labeling f can be uniquely represented by a partition of image pixeB = fP,jl 2Lg
whereP, = fp2 P j f, = |Igis a subset of pixels assigned labkl Since there is an obvious
one to one correspondence between labelingsand partitions P, we can use these notions
interchangingly.

Given a pair of labels; , a move from a partition P (labeling f) to a new partition
PO (labeling f 9 is called an - swapif P, = P?for any labell 6 ; . This means that
the only di erence betweenP and PYis that some pixels that were labeled in P are now
labeled in P° and some pixels that were labeled in P are now labeled in P% A special
case of an - swap is a move that gives the label to some set of pixels previously labeled

. One example of - swap move is shown in Fig. 2(c).

Given a label , a move from a partition P (labeling f) to a new partition P° (labeling

f9 is called an -expansionif P P °andP? P | for any labell 6 . In other words, an
-expansion move allows any set of image pixels to change thabels to . An example of
an -expansion move is shown in Fig. 2(d).

Recall that ICM and annealing usestandard moves allowing only one pixel to change its
intensity. An example of a standard move is given in Fig. 2(b) Note that a move which
assigns a given label to a single pixel is both an - swap and an -expansion. As a
consequence, a standard move is a special case of both-a swap and an -expansion.
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1. Start with an arbitrary labeling f

2. Set success = 0

3. For each pair of labels f; g L
3.1. Find f'=argmin E(f9 amongf® within one - swap of f
32. If E()<E(f), set f = f* and success = 1

4. If success = 1 goto 2

5. Return f

1. Start with an arbitrary labeling f

2. Set success = 0

3. For each label 2L

3.1. Find f'=argmin E(f9 amongf° within one  -expansion of f
3.2. If E(f") <E(f), set f = f* and success = 1

If success = 1 goto 2

Return f

a s

Figure 3: Our swap algorithm (top) and expansion algorithm lfottom).

3.2 Algorithms and properties

We have developed two minimization algorithms. The swap abdgithm nds a local minimum
when swap moves are allowed and the expansion algorithm ndslocal minimum when
expansion moves are allowed. Finding such a local minimumnst a trivial task. Given a
labeling f , there is an exponential number of swap and expansion moveEherefore, even
checking for a local minimum requires exponential time if pgrmed navely. In contrast
checking for a local minimum when only the standard moves aedlowed is easy since there
is only a linear number of standard moves given any labelirfg

We have developed e cient graph based methods to nd the opthal - -swap or -
expansion given a labelind (see Sections 4 and 5). This is the key step in our algorithms.
Once these methods are available, it is easy to design vatsrof the \fastest descent”
technique that can e ciently nd the corresponding local minima. Our algorithms are
summarized in Fig. 3.

The two algorithms are quite similar in their structure. We will call a single execution of
steps 3.1{3.2 anteration, and an execution of steps 2{4 aycle In each cycle, the algorithm
performs an iteration for every label (expansion algorithinor for every pair of labels (swap
algorithm), in a certain order that can be xed or random. A cycle is successful if a strictly
better labeling is found at any iteration. The algorithms sbp after the rst unsuccessful
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cycle since no further improvement is possible. Obviouslg cycle in the swap algorithm
takesjLj ? iterations, and a cycle in the expansion algorithm takeg j iterations.

These algorithms are guaranteed to terminate in a nite numébr of cycles. In fact, under
the assumptions thatV and D, in equation (1) are constants independent of the image
sizeP we can easily prove termination inO(jPj) cycles [43]. These assumptions are quite
reasonable in practice. However, in the experiments we rgpan Section 8, the algorithm
stops after a few cycles, and most of the improvements occuirithg the rst cycle.

We use graph cuts to e ciently nd f for the key part of each algorithm in step 3.1.
Step 3.1 uses a single graph cut computation. At each iterati the corresponding graph has
O(jPj) pixels. The exact number of pixels, topology of the graph ahits edge weights vary
from iteration to iteration. The details of the graph are quie di erent for the swap and the
expansion algorithms, and are described in details in Semtis 4 and 5.

3.3 Graph cuts

Before describing the key step 3.1 of the swap and the exparsialgorithms, we will review
graph cuts. LetG = hV;Ei be a weighted graph with two distinguished vertices calleche
terminals. AcutC E is a set of edges such that the terminals are separated in theluced
graph G(C) = hV.E Ci . In addition, no proper subset ofC separates the terminals in5(C).
The cost of the cutC, denoted|Cj, equals the sum of its edge weights. Theinimum cut
problem is to nd the cheapest cut among all cuts separatinghe terminals. Note that we
use standard terminology from the combinatorial optimizabn community.®

Sections 4 and 5 show that step 3.1 in Fig. 3 is equivalent tolgmg the minimum cut
problem on an appropriately de ned two-terminal graph. Minmum cuts can be e ciently
found by standard combinatorial algorithms with di erent low-order polynomial complexities
[1]. For example, a minimum cut can be found by computing the aximum ow between
the terminals, according to a theorem due to Ford and Fulkeos [15]. Our experimental
results make use of a new max- ow algorithm that has the bespsed on our graphs over
many modern algorithms [10]. The running time is nearly lirgr in practice.

5To avoid confusion, we would like to mention that some clusteing based segmentation techniques in vision
use dierent graph cut terminology. For example, [47] compues a globally minimum cut The minimum
is computed among all cuts that sever the graph into two non-enpty parts. The terminals need not be
speci ed. [38] introducesnormalized cutsby proposing a new de nition of the cut cost. Although normalized
cuts are formulated as a graph partitioning problem the actual approximate optimization is performed via
non-combinatorial methods.
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Figure 4. An example of the graphG for a 1D image. The set of pixels in the image is
P =P [P whereP =fp;r;sgandP = fq;:::;wo.

4 Finding the optimal swap move

Given an input labeling f (partition P) and a pair of labels; , we wish to nd a labeling
f* that minimizes E over all labelings within one - swap off . This is the critical step in
the swap move algorithm given at the top of Fig. 3. Our technige is based on computing
a labeling corresponding to a minimum cut on a graple = hV ;E i. The structure of
this graph is dynamically determined by the current partiton P and by the labels ;

This section is organized as follows. First we describe thernstruction of G for a given
f (or P). We show that cutsCon G correspond in a natural way to labeling$ ¢ which are
within one - swap move of . Theorem 4.4 shows that the cost of a cut iij= E(f ©) plus
a constant. A corollary from this theorem states our main rest that the desired labeling "
equalsf © whereCis a minimum cut on G

The structure of the graph is illustrated in Fig. 4. For legilility, this gure shows the
case of a 1D image. For any image the structure & will be as follows. The set of vertices
includes the two terminals and , as well as image pixelp in the setsP and P (that is
fp2f ; ). Thus, the set of verticesV consists of , ,andP =P [P . Each pixel
p2P is connected to the terminals and by edgest, andt,, respectively. For brevity,
we will refer to these edges atlinks (terminal links). Each pair of pixelsfp;oqg P
which are neighbors (i.e.fp;og 2 N ) is connected by an edge,.qq Which we will call an
n-link (neighbor link). The set of edgesE thus consists ofS pop  ftyityg (the t-links) and
S fpggen & p.qg (the n-links). The weights assigned to the edges are
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edge weight for

t

F)
q62P

P
Dp( )+ e, V(;fq) [P2P

q62P

ty

. fp;qg2N
€ p;ag V() pig2P

Any cut Con G must sever (include) exactly ond-link for any pixel p2 P : if neither
t-link were in C, there would be a path between the terminals; while if both-links were
cut, then a proper subset ofC would be a cut. Thus, any cut leaves each pixel iR  with

exactly onet-link. This de nes a natural labeling f © corresponding to a cutCon G

8 -
E if t,2C for p2P
2

fy= if t,2C for p2P (6)

f, for p2P ;p2ZP

In other words, if the pixelpisin P then pis assigned label when the cut C separates

p from the terminal ; similarly, p is assigned label when C separatesp from the terminal
. If pisnotin P then we keep its initial labelf,. This implies

Lemma 4.1 A labelingf € corresponding to a cutCon G is one - swap away from the
initial labeling f .

It is easy to show that a cutC severs am-link & .4y between neighboring pixels o1
if and only if Cleaves the pixelgp and q connected to di erent terminals. Formally

Property 4.2 For any cut C and for any n-link e .q:

(@ If ty;t;2C then epg62C

(b If t;;t;2C then epqg62C

(© If t,;t;2C then epge2C:

(d If t,;t;2C then epge2C:
Properties (a) and (b) follow from the requirement that no poper subset ofC should separate
the terminals. Properties (c) and (d) also use the fact that aut has to separate the terminals.

These properties are illustrated in Fig. 5.
The next lemma is a consequence of property 4.2 and equation 6

Lemma 4.3 For any cut C and for any n-link e .qq

IC\ &pgyl = V(fé:;fé:):
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Property 4.2(a) Property 4.2(b) Property 4.2(c,d)

Figure 5: Properties of a cutCon G for two pixels p; g2 N connected by am-link & .q.
Dotted lines show the edges cut b€ and solid lines show the edges remaining in the induced
graphG(C) = hVE Ci.

Proof: There are four cases with similar structure; we will illustate the case Wher«laID g 2
C. In this case, &, 2 C and, therefore,jC\ &0 = j€pqd = V(; ). As follows from
equation (6),fy= andfg= . n

Note that this proof assumes thatV is a semi-metric, i.e. that equations 2 and 3 hold.
Lemmas 4.1 and 4.3 plus property 4.2 yield

Theorem 4.4 There is a one to one correspondence between c@®n G and labelings
that are one - swap fromf. Moreover, the cost of a cutCon G is jCj= E(f°) plus a
constant.

Proof:  The rst part follows from the fact that the severedt-links uniquely determine the
labels assigned to pixelp and the n-links that must be cut. We now compute the cost of a
cut C, which is

- - X . - X - -
ICj = JC\ft,;t,0) + JC\ € pgql: (7)
p2P fpiag2N
fpagP
Note that for p2 P we have
8
_ Rt ift,2C X
C\ftitgj= _ % ° = Dy(f)+ V(f St
-t ift, 2C s

Lemma 4.3 gives the second term in (7). Thus, the total cost af cut Cis

X X X X
iCj = Dp(fr?)"' V(fr?;fq)"' V(fé:;fé:)
p2P p2P a2N p fpiag2N
q62P fpagPkP
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X X
= Dp(fy) + V(5o

p2P fpiqg2N
porg 2P

This can be rewritten asjCj= E(f¢) K where

X X
K = Dp(fp) + V(fpify)
p62P fp_;z:&gZN _.
is the same constant for all cut<C. ]

Corollary 4.5 The lowest energy labeling within a single- swap move front is f'=fC
whereC is the minimum cut onG

5 Finding the optimal expansion move

Given an input labeling f (partiton P) and a label , we wish to nd a labeling f* that
minimizes E over all labelings within one -expansion off . This is the critical step in
the expansion move algorithm given at the bottom of Fig. 3. Irhis section we describe a
technique that solves the problem assuming that (eachj is a metric, and thus satis es the
triangle inequality (4). Our technique is based on computig a labeling corresponding to a
minimum cut on a graphG = hV ;E i. The structure of this graph is determined by the
current partition P and by the label . As before, the graph dynamically changes after each
iteration.

This section is organized as follows. First we describe therstruction of G for a given
f (or P) and . We show that cutsC on G correspond in a natural way to labelingd ©
which are within one -expansion move of . Then, based on a number of simple properties,
we de ne a class oklementarycuts. Theorem 5.4 shows that elementary cuts are in one to
one correspondence with those labelings that are within oneexpansion off , and also that
the cost of an elementary cut igCj= E(f ©). A corollary from this theorem states our main
result that the desired labelingf” is f ¢ where Cis a minimum cut on G .

The structure of the graph is illustrated in Fig. 6. For legilility, this gure shows the
case of a 1D image. The set of vertices includes the two terrala  and , as well as all
image pixelsp 2 P . In addition, for each pair of neighboring pixeld p;oqg 2 N separated in
the current partition (i.e. such that f, 6 f), we create anauxiliary node asp.qq. Auxiliary
nodes are introduced at the boundaries between partitiontseP, for | 2 L. Thus, the set of
vertices is

vV =1 ; ;P;[ Apqg O

fpiag2N
fp6itq
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Figure 6: An example ofG for a 1D image. The set of pixels in the image B = fp;q;r; 9
and the current partition is P = fP 1;P,;P g where P, = fpg, P, = fq;rg, and P =
fsg. Two auxiliary nodesa = asp.qq, b= &5 are introduced between neighboring pixels
separated in the current partition. Auxiliary nodes are addd at the boundary of sets,.

Each pixel p 2 P is connected to the terminals and by t-links t, and t,, respectively.

Each pair of neighboring pixeld p;gg 2 N which are not separated by the partitionP (i.e.

such that f, = f,) is connected by ann-link &,.. For each pﬁir of neighborigg pixels
fp;og 2 N such thatf, 6 fq we create a triplet of edgessp.qg = €pag; Eaqq ta Where
a = arpqg IS the corresponding auxiliary node. The edges,.,q and & .4 CONNEct pixelsp

and qto asp.qg and the t-link t, connects the auxiliary nodes; ., to the terminal . So we
can write the set of all edges as

[ [ [
E =f ft,;t,0; Eipag > €pag 9
p2P f piq g2N f pig g2N
fp6fq fp="fq

The weights assigned to the edges are
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edge | weight for
t, 1 p2P
t Dp(fp) p62 P
tp Do( ) p2P
€pag | V(fp )
€aqe | V(if o) [TPiag2N; f,6 1
ta | V(fpifo)
€pag | V(fp: ) [TRiA®2N; fp=1fq

As in Section 4, any cutC on G must sever (include) exactly ond-link for any pixel

p 2 P. This de nes a natural labelingf © corresponding to a cutC on G . Formally,
8
2 if t,2C
fo = 8p2P: (8)
- fp if t,2C
In other words, a pixelp is assigned label if the cut C separatesp from the terminal
while p is assigned its old labet , if Cseparatesp from . Note that for p 62 P the terminal

represents labels assigned to pixels in the initial labelyf . Clearly we have

Lemma 5.1 A labeling f € corresponding to a cutC on G is one -expansion away from
the initial labeling f .

It is also easy to show that a cutC severs ann-link &4 between neighboring pixels
fp;ag 2 N such thatf, = fq if and only if Cleaves the pixel and g connected to di erent
terminals. In other words, property 4.2 holds when we substite \ " for\ ". We will refer
to this as property 4.2( ). Analogously, we can show that property 4.2 and equation )8
establish lemma 4.3 for then-links € pqq In G .

Consider now the set of edges g corresponding to a pair of neighboring pixelsp; og 2
N such thatf, 6 f,. In this case, there are several di erent ways to cut these gds even
when the pair of severed-links at p and q is xed. However, a minimum cutCon G is
guaranteed to sever the edges i, depending on whatt-links are cut at the pixelsp and
g

The rule for this case is described in property 5.2 below. Asse that a = a4 IS an
auxiliary node between the corresponding pair of neighbog pixels.
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Property 5.2(a) Property 5.2(b) Property 5.2(c,d)

Figure 7: Properties of a minimum cutC on G for two pixel p;q2 N such thatf, 6 f,.
Dotted lines show the edges cut by and solid lines show the edges in the induced graph
GO = hV,E Ci.

Property 5.2 If fp;aqg2 N andf, 6 f, then a minimum cutCon G satis es:

(@ If ty;t;2C then C\Efpqe=;:
(b If t,;t;2C then C\Efpgg= t,:
(© If t,;t;2C then C\Efpqg = &pag
(d If ty;t;2C then C\Efpgg= Eragg

Property (a) results from the fact that no subset ofC is a cut. The others follow from the
minimality of jCj and the fact that j&rp.ag), j€raqq) and jt,j satisfy the triangle inequality
so that cutting any one of them is cheaper than cutting the otér two together. These
properties are illustrated in Fig. 7.

Lemma 5.3 If fp;og2 N andf, 6 f, then the minimum cutCon G satis es
JC\Efpaa = V(59

Proof:  The equation follows from property 5.2, equation (8), and ta edge weights. For
example, ift;;t, 2 C then JC\Eypqq) = jtaj = V(fp;fg). At the same time, (8) implies that
fs=fpandfy = f, Note that the right penalty V is imposed whenevef § 6 f 7, due to
the auxiliary pixel construction. ]

Property 4.2( ) holds for any cut, and property 5.2 holds for a minimum cut. ldwever,
there can be other cuts besides the minimum cut that satisfydih properties. We will de ne
an elementarycut on G to be a cut that satis es properties 4.2() and 5.2.
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Theorem 5.4 Let G be constructed as above givdnand . Then there is a one to one
correspondence between elementary cuts @ and labelings within one -expansion off .
Moreover, for any elementary cutC we haveiCj= E(f ©).

Proof:  We rst show that an elementary cut Cis uniquely determined by the correspond-
ing labeling f €. The label f§ at the pixel p determines which of thet-links to pis in C.
Property 4.2( ) shows whichn-links e ,.qq between pairs of neighboring pixel$p; g such
that f, = f4 should be severed. Similarly, property 5.2 determines whiof the links in E.qq
corresponding tof p;oqg 2 N such thatf, 6 f, should be cut.

The cost of an elementary cuCis
. X . X . X .
iCj = JC\f tyitygl + JC\ €rpggl  + JC\Etpg: 9)

p2P fpiqg2N fpigg2N
fp=fgq fp6fg

It is easy to show that for any pixelp 2 P we havejC \f t;;t gj = Dp(f pc). Lemmas 4.3
and 5.3 hold for elementary cuts, since they were based on pesties 4.2 and 5.2. Thus, the
total cost of a elementary cutC is

X X
iCj = Dp(f5) + V(i) = E(FO):
p2P f p;qg2N

Therefore,jCj= E(f ©). n

Our main result is a simple consequence of this theorem, snthe minimum cut is an
elementary cut.

Corollary 5.5 The lowest energy labeling within a single expansion move fronf is f =
f €, where C is the minimum cut onG .

6 Optimality properties

Here we discuss optimality properties of our algorithms. h&ection 6.1 we show that any
local minimum generated by our expansion moves algorithm vgithin a known factor of the
global optimum. This algorithm works in case of metrid/. The swap move algorithm can be
applied to a wider class of semi-metri¥/'s but, unfortunately, it does not have any (similar)
guaranteed optimality properties. In Section 6.2 we show #t a provably good solution can
be obtained even for semi-metri&/ by approximating suchV's with a simple Potts metric.
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6.1 The expansion move algorithm

We now prove that a local minimum when expansion moves are @lNed is within a known
factor of the global minimum. This factor, which can be as sntlaas 2, will depend onV.

Speci cally, let
_maxeg o V(; )

- min g 2 V(; )

be the ratio of the largest non zero value o¥ to the smallest non zero value o¥. Note
that cis well de ned sinceV(; )60for 6 according to the metric properties (2) and
(3). If V,q's are di erent for neighboring pairsp; qthen ¢ = max gy maxe= 2 Y0 )

ming= 2. V(; ) °

Theorem 6.1 Let f* be a local minimum when the expansion moves are allowed &ncbe
the globally optimal solution. TherE (f)  2cE(f ).

Proof: Letus x some 2L and let

n (0]

P = p2Pjf,= X (20)

We can produce a labelind within one -expansion move fronf" as follows:

8

< fp2P
fp= o Do (1)
f, otherwise

The key observation is that since’ is a local minimum if expansion moves are allowed,

EX) E@ ): (12)

Let S be a set consisting of any number of pixels iP and any number of pairs of
neighboring pixels inN . We de ne E(f jS) to be a restriction of the energy of labelind to
the setS:

_ X X
E(fjS) = Do(fp) + V(fp;fq):
p2S fp,ag2s

Let I be the set of pixels and pairs of neighboring pixels contaishénside P . Also, let B
be the set of pairs of neighboring pixels on theoundaryof P and O be the set of pixels
and pairs of neighboring pixels containedutsideof P . Formally,

[ = P [ ff ppg2N : p2P ;q2P g,
B = ffppg2N : p2P ; g62Pg,
O

(PP ) [ ff ppg2N : p62P; q62Pg.
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The following three facts hold:

E(f jO) = E(fjO); (13)
ECfjl ) = E(fjl); (14)
E(f jB) cE(f jB ): (15)

Equations (13) and (14) are obvious from the de nitions in (1) and (10). Equation (15)
holds because for anyp;qg 2 B we haveV(f,;f,) cV(f,;f,) 60.

Sincel [ B [ O includes all pixels inP and all neighboring pairs of pixels inN , we
can expand both sides of (12) to get:

E(fJl )+ E(fiB )+ E(fJO) E(f jl )+ E(f jB )+ E(f jO)
Using (13), (14) and (15) we get from the equation above:
E(fjl )+ E(fiB ) E(f jl )+ cE(f jB): (16)
To get the bound on the total energy, we need to sum equation@lLover all labels 2L

X
E(f]I )+ E(fiB) (E(f jl )+ cE(f jB)) (17)
2L 2L
S

Let B =~ , B . Observe that for everyfp;ag 2 B, the term V (f; ) = E(ff p; )
appears twice on the left side of (17), once iB(fJB ) for = f and once inE(f]B ) for
= f,. Similarly every V(f,;f,) = E(f jf p;aqg) appears 2z times on the right side of (17).

Therefore equation (17) can be rewritten to get the bound ofc2

Ef)+ E(fiB) E(f )+(2c 1)Eg(f ) 2cE(f ):
|

Note that Kleinberg and Tardos [27] develop an algorithm faminimizing E which also has
optimality properties. For the Potts model V discussed in the next section, their algorithm
has a bound of 2. This is the same bound as we obtain in Theorem 6or the Potts model’
For a general metricV, they have a bound ofO(logk loglogk) where k is the number of
labels. However, their algorithm uses linear programmingyhich is impractical for the large
number of variables occurring in early vision.
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1 2 3

1 2 3 1 2 3 Sl L I

b K 0 K

al| b|c c| c| c A O R
(a) Local minimum (b) Global minimum (c) Values of D,

Figure 8: The image consists of three pixeB = f1;2;3g. There are two pairs of neighbors
N = ff 1;29;f2;3gg. The set of labels isL fa;b;@. D, is shown in (c). V(a;b =
V(b;g = % andV(a;c = K. Itis easy to see that con guration in (a) is a local minimum
with the energy of K, while the optimal con guration (b) has energy 4.

6.2 Approximating a semi-metric

A local minimum when the swap moves are allowed can be arbitily far from the global
minimum. This is illustrated by an example in Fig. 8.

In fact, we can use the expansion algorithm to get an answerthin a factor of 2c from the
optimum of energy (1) even wherV is a semi-metric. Herec is the same as in Theorem 6.1.
This cis still well de ned for a semi-metric. Suppose that penalty/ inside the de nition of
energyE in (1) is a semi-metric. Letr be any real number in the interval fn; M ] where

m= min V(; ) and M = max V(; ):
6 2L 6 2L
De ne a new energy based on the Potts interaction model

X X
Ep(f)=  Dp(fp)+ r T(f, 6 fy):
p2P f p;qg2N

Theorem 6.2 If ' is a local minimum of Ep given the expansion moves arfd is the global
minimum of E(f) then E(f)  2cE(f ).

Proof:  Supposef ° is the global minimum ofEp. Then
r r
wEM  Ee()  2Ee(f0) 2Ee(f)  2_E(f)

where the second inequality follows from Theorem 6.1. Notédt c= M=m. ]

’In fact, it can be shown that any algorithm that is within a fac tor of 2 for the Potts model is within a
factor of 2c for an arbitrary metric V.
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Thus to nd an answer within a xed factor from the global minimum for a semi-metric
V, one can take a local minimumf" given the expansion moves foEp as de ned above.
Note that such anf"is not a local minimum ofE (f ) given the expansion moves. In practice
however we nd that local minimum given the swap moves givesmirically better results
than using f*. In fact, the estimate f can be used as a good starting point for the swap
algorithm. In this case the swap move algorithm will also gemate a local minimum whose
energy is within a known factor from the global minimum.

7 The Potts model

An interesting special case of the energy in equation (1) ads wherV is given by the Potts
model [35]

X X
fp;qo2N p2P

Gemanet al. [18] were the rst to use this model in computer vision. In thé case, disconti-
nuities between any pair of labels are penalized equally. Bhis in some sense the simplest
discontinuity preserving model and it is especially usefwhen the labels are unordered or
the number of labels is small. The Potts interaction penalty,.q = Urpqq T(fp & fg) is a
metric; in this casec = 1 and our expansion algorithm gives a solution that is witha a factor
of 2 of the global minimum. Note that by de nition ¢ 1, so this is the energy function
with the best bound.

Interestingly, the Potts model energy minimization problen is closely related to a known
combinatorial optimization problem called the multiway cd problem. In this section we
investigate this relationship and its consequences. We Witst show (Section 7.1) that the
Potts model energy minimization problem can be reduced to émultiway cut problem. More
precisely, we prove that the global minimum of the Potts modeenergyEp can be computed
by nding the minimum cost multiway cut on an appropriately constructed graph. We prove
(in the appendix) that if we could e ciently compute the global minimum of Er, we could
also solve a certain class of multiway cut problems that arenkwn to be NP-hard. This in
turn implies that minimizing Ep is NP-hard, and so is minimizing the energy in (1).

The multiway cut problem is de ned on a graphG = hV:Ei with non-negative edge
weights, with a set of terminal verticesL V . A subset of the edge<C E is called a
multiway cutif the terminals are completely separated in the induced gph G(C) = hV,E Ci .
We will also require that no proper subset ofC separates the terminals inG(C). The cost
of the multiway cut C is denoted by Cj and equals the sum of its edge weights. The
multiway cut problemis to nd the minimum cost multiway cut [13]. In [13] they also show
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that the multiway cut problem is NP-complete. Note that the multiway cut problem is a
generalization of the standard two-terminal graph cut prolem described in Section 3.3.

7.1 The Potts model and the multiway cut problem

We now show that the problem of minimizing the Potts energyEp(f) can be solved by
computing a minimum cost multiway cut on a certain graph. WeakeV = P[L . This means
that G contains two types of vertices:p-vertices (pixels) and I-vertices (labels). Note that
[-vertices will serve as terminals for our multiway cut prol@m. Two p-vertices are connected
by an edge if and only if the corresponding pixels are neightsan the neighborhood system
N. The set Ey consists of the edges betwegmvertices, which we will calln-links. Each
n-link fp;og 2 Ey is assigned a weightvt p.qq = Ut p:qg-

Each p-vertex is connected by an edge to eadhvertex. An edgef p;lg that connects a
p-vertex with a terminal (an I-vertex) will be called at-link and the set of all such edges will
be denoted byEr. Eacht-link fp;lg 2 Er is assigned a weightv; . = K, Dp(l), where
Kp > max Dy(l) is a constant that is large enough to make the weights posig. The edges
of the graph areE = Ey [ E 1. Fig. 9(a) shows the structure of the graplG.

It is easy to see that there is a one-to-one correspondencaween multiway cuts and
labelings. A multiway cut C corresponds to the labeling © which assigns the label to all
pixels p which are t-linked to the |-vertex in G(C). An example of a multiway cut and the
corresponding image partition (labeling) is given in Fig. @®).

Theorem 7.1 If Cis a multiway cut onG, then jCj = Ep(f ©) plus a constant.

The proof of theorem 7.1 is given in [11].
Corollary 7.2 If Cis a minimum cost multiway cut onG, then f € minimizes Ep.

While the multiway cut problem is known to be NP-complete if here are more than 2
terminals, there is a fast approximation algorithm [13]. Tis algorithm works as follows.
First, for each terminall 2 L it nds an isolating two-way minimum cut C(l) that separates
| from all other terminals. This is just the standard graph cutproblem. Then the algorithm
generates a multiway cutC = [ g, C(I) where lhax = argmaxo. jC(l)j is the terminal
with the largest cost isolating cut. This \isolation heurigic" algorithm produces a cut which
is optimal to within a factor of 2 ﬁ However, the isolation heuristic algorithm su ers
from two problems that limits its applicability to our energy minimization problem.

The algorithm will assign many pixels a label that is chosenssentially arbitrarily.
Note that the union of all isolating cuts[ . C(I) may leave some vertices disconnected
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terminals (I-vertices or labels)

(b) multiway cut , labeling

The pixelsp 2 P are shown as white squares. Each pixel has adink to its four neighbors.
Each pixel is also connected to all terminals by-links (some of thet-links are omitted from
the drawing for legibility). The set of verticesV = P [L includes all pixels and terminals.
The set of edges = Ey [ E + consists of alln-links and t-links. In (b) we show an induced
graphG(C) = hV.E Ci corresponding to some multiway cuC. A multiway cut corresponds
to a unique partition (labeling) of image pixels.
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from any terminal. The multiway cut C = [ |,,, C(I) connects all those vertices to
the terminal | yay .

While the multiway cut C produced is close to optimal, this does not imply that
the resulting labeling f € is close to optimal. Formally, let us write theorem 7.1 as
JCj = Ep(O) + K (the constant K results from the K,'s, as described in [11]). The
isolation heuristic gives a solutionC such that j&j  2jC j, where C is the minimum
cost multiway cut. Thus, Ep()+ K 2(Ep(C)+ K), s0Ep(€) 2Ep(C)+ K. As
a result, the isolation heuristic algorithm does not produe a labeling whose energy is
within a constant factor of optimal. Note that the K used in the construction given in
[11] is so large that this bound is nearly meaningless.

8 Experimental results

In this section we present experimental results on visual wespondence for stereo, motion
and image restoration. In image restoration we observe an age corrupted by noise. The
task is to restore the original image. Thus the labels are aflossible intensities or colors.
The restored intensity is assumed to lie around the observezhe, and the intensities are
expected to vary smoothly everywhere except at object bouades.

In visual correspondence we have two images taken at the satime from di erent view
points for stereo, and at di erent times for motion. For mostpixels in the rst image
there is a corresponding pixel in the second image which is @ojection along the line
of sight of the same real world scene element. The di erence the coordinates of the
corresponding points is called the disparity. In stereo theisparity is usually one-dimensional
because corresponding points lie along epipolar lines. Inotion the disparity is usually
two-dimensional. Thus for correspondence the label set isdéscretized set of all possible
disparities, and the task is to estimate the disparity labefor each pixel in the rst image?
Note that here P contains the pixels of the rst image. The disparity varies sioothly
everywhere except at object boundaries, and correspondipgints are expected to have
similar intensities.

We can formulate the image restoration (Section 8.6) and a@spondence problems (Sec-
tions 8.3-8.5) as energy minimization problem of the type iequation (1). We describe our

8This simple approach does not treat the images symmetricayl and allows inconsistent disparities. For
example, two pixels in the rstimage may be assigned to one piel in the second image. Occlusions are also
ignored. [28] presents a stereo algorithm based on expansianoves that addresses these problems.
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data terms D (f ) in Section 8.1. We use di erent interactionsV,q(f; f4) and we state them
for each example. Section 8.2 explains static cues that hetpset V,.4's.

The corresponding energies are minimized using our swap axpansion algorithms given
in Fig. 3. Optimal swap and expansion moves (step 3.1 in Fig) &re found by computing
minimum cost cuts on graphs designed in Sections 4 and 5. Ounglementation computes
minimum cuts using a new max- ow algorithm [10]. Running tines presented below were
obtained on a 333MHz Pentium II1.

8.1 Data term

For image restoration our data term is straightforward. Suposel is the observed image,
and |, is the intensity observed at pixelp 2 P. Then D,(f,) = min(jf, 1,j% const), which
says that the restored intensity labelf , should be close to the observed intensitly,. We set
parameterconst = 20, and it is used to make the data penalty more robust agaibsutliers,
i.e. pixels which do not obey the assumed noise model. The @ighm is very stable with
respect toconst which simply helps to smooth out the few outlying pixels. Foexample if
we setconst to in nity, the results are mostly the same except they becom speckled by a
few noisy pixels.

Now we turn to the data term for the stereo correspondence mlem. Suppose the rst
image isl and the second id °. If the pixels p and g correspond, they are assumed to have
similar intensities |, and 1J. However there are special circumstances when correspawgi
pixels have very di erent intensities due to the e ects of inage sampling. Suppose that the
true disparity is not an integer, and the disparity range is tcretized to one pixel accuracy,
as we do here. If a pixel overlaps a scene patch with high insaty gradient, then the
corresponding pixels may have signi cantly di erent intersities.

For stereo we use the technique of [6] to develofDg that is insensitive to image sampling.
First we measure how welp ts into the real valued range of disparities € %; d+ %) by

wad(p;d): d 1mind+1jlp Ir())+xj:

7 X 2

We get fractional valuesl8+x by linear interpolation between discrete pixel values. For
symmetry we also measure
Crev(p; d) = lmin ljlx |8+dj:
p 5 X pt3
Ctwa (p; d) and Ciey (p; d) can be computed with just a few comparisons. The nal measars
C(p; d) = (Min f Crwa (P; d); Crev (p; d); constg)®. We setconst = 20 for all experiments, and
its purpose and e ect is the same as those described for theage restoration.
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For motion we developedD(f,) similar to stereo, except interpolation is done in two
dimensions since labels are now two dimensional. Detailseagiven in [43].

8.2 Static cues

In the visual correspondence there is contextual informatn which we can take advantage
of. For simplicity we will consider the case of the Potts modei.e. Vpq = Uipge T(fp 6 fy).
The intensities of pixels in the rst image contain informaton that can signi cantly in uence
our assessment of disparities without even considering tlsecond image. For example, two
neighboring pixelsp and g are much more likely to have the same disparity if we know that
l(p) 1(g). Most methods for computing correspondence do not make uséthis kind of
contextual information. Some exceptions include [5, 33, §5

We can easily incorporate contextual information into ourramework by allowing Us p.qq
to vary depending on the intensitied , and I ;. Let

Urpigg = U(jlp  14qi): (19)

Each us .o represents a penalty for assigning di erent disparities taeighboring pixelsp and
g. The value of the penalty uspqy should be smaller for pairsf p; og with larger intensity

dierencesjl, 1. In practice we found the following simple function to work ll:
8
22K ifjl, Ig 5
UGty 1) = o _ (20)
K if gl 1> 5
Here K is the Potts model parameter. Note that instead of (19) we cddi also set the
coe cients Usp,qq according to an output of an edge detector on the rst image. ¢ example,
Utpgg CAN be made small for paird p; gg where an intensity edge was detected and large
otherwise. Segmentation results can also be used.
The following example shows the importance of contextualfiormation. Consider the pair

of synthetic images below, with a uniformly white rectanglén front of a black background.

First image Second image

There is a one pixel horizontal shift in the location of the retangle, and there is no noise.
Without noise, the problem of estimatingf is reduced to minimizing the smoothness term
Esmootn () under the constraint that pixel p can be assigned disparity only if 1, = I§+d.
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If Ufp.qq IS the same for all pairs of neighborgp; ag then Egmoeorn (f) is minimized at one
of the labeling shown in the picture below. Exactly which labling minimizeSE smooth (f ) de-
pends on the relationship between the height of the squareathe height of the background.

Suppose now that the penaltyus,.qq is much smaller ifl, & |4 than itis if I, = I4 In
this case the minimum ofEsny.om (f ) IS achieved at the disparity con guration shown in the
picture below. This result is much closer to human perceptino

Static cues help mostly in areas of low texture. Applicatioon real images show that the
static cues give improvement, but not as extreme as the exatepabove. See Section 8.3 for
the improvements that the static cues give on real images.

8.3 Real stereo imagery with ground truth

In Fig. 10 we show results from a real stereo pair with known gund truth, provided by
Dr. Y. Ohta and Dr. Y. Nakamura from the University of Tsukuba The left image is in
Fig. 10(a), and the ground truth is in Fig. 10(b). The maximumdisparity for this stereo pair
is 14, so our disparity label set i$0;1;:::;14g. The ground truth image actually has only 7
distinct disparities. The objects in this scene are frontgparallel to the camera, so the Potts
model, i.e. Vp,4(fp; fq) = Urpgg T(fp 6 fg) works well. Since there are textureless regions in
the scene, the static cues help, and the coe cients; ,.qq are given by equations (19) and (20).
We compared our results against annealing and normalizedroslation. For normalized
correlation we chose parameters which give the best staitt. We implemented several dif-
ferent annealing variants, and used the one that gave the hdgserformance. This was the
Metropolis sampler with a linearly decreasing temperaturschedule. To give it a good start-
ing point, simulated annealing was initialized with the reslts from normalized correlation.
In contrast for our algorithms the starting point is unimportant. The results di er by less
than 1% of image pixels from any starting point that we have fed. We also run 100 tests
with randomly generated initial labelings. Final solutiors produced by our expansion and
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(a) Left image: 384x288, 15 labels (b) Ground truth

(c) Swap algorithm (d) Expansion algorithm

(e) Normalized correlation (f) Simulated annealing

Figure 10: Real imagery with ground truth

29
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Figure 11. Energy versus time (in seconds) of expansion, gwand simulated annealing
algorithms for the problem in Fig. 10(a). Starting energy iqual for all algorithms.

swap algorithms had the average energy of 2357 and 252108, correspondingly, while the
standard deviations were only 1308 and 459.

Figs. 10(c), and (d) show the results of the swap and expansi@lgorithms for K =
20, whereK is the parameter in equation (20). Figs. 10(e) and (f) show thresults of
normalized correlation and simulated annealing. Companss with other algorithms can
be found in [40]. Note, however, that [40] con rms that for tls imagery the best previous
algorithm is simulated annealing, which outperforms (aman others) correlation, robust
estimation, scanline-based dynamic programming, and meagid techniques.

The table below summarizes the errors made by the algorithmdn approximately 20
minutes simulated annealing reduces the total errors norrzed correlation makes by about
one fth and it cuts the number of 1 errors in half. It makes very little additional progress
in the rest of 4 hours. Our expansion and swap algorithms makg@proximately 5 times fewer

1 errors and approximately 3 times fewer total errors compad to normalized correlation.

The expansion and swap algorithms perform similarly to eacbther. The observed dif-
ference in errors is insigni cant, less than 1%. At each cylthe order of labels to iterate
over is chosen randomly. Another run of the algorithm might ige slightly di erent results,
and on average about 1% of pixels change their labels betwaBmrent runs. The expansion
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algorithm % total errors | % of errors > 1 time

expansion algorithm (after iteration) 7.9 2.7 8 sec
expansion algorithm (at convergence 7.2 2.1 25 sec
expansion algorithm (no static cues) 7.6 25| 25sec
swap algorithm (at convergence) 7.0 20| 35sec
simulated annealing 20.3 5.0| 1200 seq
normalized correlation 24.7 10.0 2 sec

Figure 12: Comparison of accuracy and running times.

algorithm total E | Esmootn E qata
expansion algorithm| 253,700 157,740 95,960
swap algorithm 251,990( 158,660, 93,330
simulated annealing | 442,000| 332,100 109,900

Figure 13: Energies at convergence for our algorithms andrgilated annealing.

algorithm converges 1.4 times faster than the swap algoriti, on average.

Fig. 11 shows the graph oEgmneoth Versus time (in seconds) for our algorithms and sim-
ulated annealing. Note that the time axis is on a logarithmicscale. We do not show the
graph for Egan because the di erence in theEya, @among all algorithms is insigni cant, as
expected from the following argument. Most pixels in real iages have nearby pixels with
similar intensities. Thus for most pixelsp there are several disparitiesl for which D(d)
is approximately the same and small. For the rest af's, Dy(d) is quite large. This latter
group of disparities is essentially excluded from consi@ggion by energy minimizing algo-
rithms. The remaining choices ofl are more or less equally likely. Thus th& 45, term of
the energy function has very similar values for our methodshd simulated annealing. Our
methods quickly reduce the smoothness energy to around 1600, while the best simulated
annealing can produce in 4 hours is around 33W00, which is twice as bad. The expansion
algorithm gives a convergence curve signi cantly steepehan the other curves. In fact the
expansion algorithm makes 99% of the progress in the rst itation which takes 8 seconds.
Final energies are given in Fig. 13.

Static cues help in the upper right textureless corner of thenage. Without the static
cues, a corner of size approximately 800 pixels gets brokeraad is assigned to the wrong
disparity. This is re ected in the error count shown in Fig. 2, which worsens without the
static cues. The percentage improvement may not seem toorsigant, however visually it
is very noticeable, since without the static cues a large ldk of pixels is misplaced. We omit
the actual image due to space constraints.
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K | % of total errors | % of errors > 1| Absolute average error

5 13.0 4.5 0.27
10 7.0 2.3 0.15
20 7.6 2.1 0.15
30 7.9 2.3 0.17
50 8.8 2.3 0.18
100 104 2.9 0.21
500 16.3 8.2 0.37

Figure 14: Table of errors for the expansion algorithm for dérent values of K .

# labels | 1 iteration | convergence | % of total errors | % of errors > 1
15 8 sec 27 sec 7.3 2.1
30 19 sec 78 sec 7.5 2.3
45 25 sec 78 sec 7.9 2.5
60 31 sec 101 sec 7.4 2.4
75 35 sec 122 sec 8.3 2.3

Figure 15: Dependence of the running time and accuracy on érent number of labels
(disparities) for the expansion algorithm. Error percentges are given at the convergence.

The only parameter of the this energy function iK in equation (20). The algorithms
appear stable in the choice oK. The table in Fig. 14 gives the errors made by the ex-
pansion algorithm for di erent K's. For small K there are many errors because the data
term is overemphasized, for larg& there are many errors because the smoothness term is
overemphasized. However for a large interval & values the results are good.

Another important test is to increase the number of labels ahevaluate the e ects on the
running time and the accuracy of our algorithms. Fig. 15 sumanrizes the test results for the
expansion algorithm (those for the swap algorithm are sinait). The rst column shows the
number of integer disparities that we use. The second and tdi columns show the time it
took to complete one iteration and to converge, correspomgjly. The last two columns give
the error counts at convergence. The second and third colusirton rm that the running
time is linear on average. Note that the number of cycles to neergence varies, explaining
higher variability in the third column. The last two columns show that the accuracy worsens

slightly with the increase in the number of labels.
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T

(a) Left image: 256x233, 29 labels (b) Piecewise constant ded (c) Piecewise smooth model

Figure 16: Tree stereo pair.

ey

(a) First image, 352x240, 8 labels (b) Horizontal movement

Figure 17: Flower garden sequence

8.4 SRI tree stereo pair

In the SRI stereo pair whose left image is shown in Fig. 16(aly¢ ground is a slanted surface,
and therefore a piecewise constant model (Potts model) dasst work as well. For this image
pair, we chooseVyq(fp; fq) =15 min(3;jf, fgj), which is a piecewise smooth model. Itis a
metric and so we use the expansion algorithm for minimizato This scene is well textured,
SO static cues are not used. Fig. 16(b) and (c) compares thesuvéts of minimizing with the
Potts and piecewise smooth model. The running times to comgence are 94 seconds and
79 seconds respectively. Notice that there are fewer dispiges found in Fig. 16(b), since the
Potts model tends to produce large regions with the same desfity.
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g ‘
L

(a) First image: 256x223, 40 labels (b) Horizontal movement  (c) Vertical movement

Figure 18: Moving cat

8.5 Motion

Fig. 17 shows the output from the well-known ower garden segence. Since the camera
motion is nearly horizontal, we have simply displayed the caera motion. The motion in
this sequence is large, with the foreground tree moving 6 gis in the horizontal direction.
We used the Potts model in this example because the number abkls is small. This image
sequence is relatively noisy, so we todk = 80. Determining the motion of the sky is a very
hard problem in this sequence. Even static cues do not helm se didn't use them. The
running time is 15 seconds to convergence.

Fig. 18(a) shows one image of a motion sequence where a cat @somgainst moving
background. The motion is large, with maximum horizontal diplacement of 4 pixels and
maximum vertical displacement of 2 pixels. We tested 8 hoontal and 5 vertical displace-
ments, thus the label set has size 40. This is a di cult seque® because the cat's motion is
non-rigid. The scene is well-textured, so the static cuesenot used. In this case we chose
Voa(fpifg) =40 min(8; (f) f1)2+(fy f))?), wheref andf} are horizontal and vertical
components of the labef, (recall that the labels have two dimensions for motion). Tl is
not a metric, so we used the swap algorithm for minimizationFigs. 18(b) and (c) show the
horizontal and vertical motions detected with our swap alg@thm. Notice that the cat has
been accurately localized. Even the tail and parts of the lsgare clearly separated from the
background motion. The running time was 24 seconds to congence.

8.6 Image Restoration

In this section we illustrate the importance of discontinuy preserving energy functions
on the task of image restoration. Fig. 19 shows image consgigf of several regions with

FEER (A 4 That o 8 °% S~ ESTT
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4

(a) noisy image (b) truncated abs. di. (c) abs. di.

Figure 19: Image restoration. The results in (b,c) are hisggpam equalized to reveal over-
smoothing in (c), which does not happen in (b).

constant intensities after it was corrupted byN (0; 100) noise. Fig. 19(b) shows our image
restoration results for the truncated absolute di erence mdelV (f ,; f ) = 80 min(3;jf, fgj),
which is discontinuity preserving. Since it is a metric, we sed the expansion algorithm.
For comparison, Fig. 19(c) shows the result for the absolutdi erence model V(f,;f) =
15 jf, fgj, which is not discontinuity preserving. For the absolute derence model we can
nd the exact solution using the graph-cut method in [37, 2411]. For both models we chose
parameters which minimize the average absolute error fronmé original image intensities.
These average errors were 0.34 for the truncated and 1.8 feetabsolute di erence model,
and the running times were 38 and 237 seconds, respectivelye results in Fig. 19(b,c) were
histogram equalized to reveal oversmoothing in (c), whichogs not happen in (b). Similar
oversmoothing for the absolute di erence model occurs inesteo, see [43, 7].

9 Conclusions

We consider a wide class of energy functions with various datinuity preserving smooth-
ness constraints. While it is NP-hard to compute the exact mimum, we developed two
algorithms based on graph cuts that e ciently nd a local minimum with respect to two

large moves, namely -expansion and - -swap. Our -expansion algorithm nds a labeling
within a known factor of the global minimum, while our - -swap algorithm handles more
general energy functions. Empirically, our algorithms péorms well on a variety of computer
vision problems such as image restoration, stereo, and nati We believe that combinato-
rial optimization techniques, such as graph cuts, will pra to be powerful tools for solving
many computer vision problems.
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Appendix: Minimizing the Potts energy is NP-hard

In Section 7 we showed that the problem of minimizing the engy in equation (18) over
all possible labelingd can be solved by computing a minimum multiway cut on a certain
graph. Now we make the reduction in the opposite direction. dt Ep (f ) denote the energy
in equation (18). For an arbitrary xed graph G = hV; Ei we will construct an instance of
minimizing Ep (f ) where the optimal labelingf determines a minimum multiway cut onG.
This will prove that a polynomial-time method for nding f would provide a polynomial-
time algorithm for nding the minimum cost multiway cut, whi ch is known to be NP-hard
[13]. This NP-hardness proof is based on a construction due don Kleinberg.

The energy minimization problem we address takes as input atof pixelsP, a neighbor-
hood relationN and a label setl_, as well as a set of weightss ..o and a functionD,(1). The
problem is to nd the labeling f that minimizes the energyEr (f ) given in equation (18).

and edge weightswp.qq. We will do the energy minimization usingP = V, N = E, and

Utpgg = Wipqgg- The label set will belL = f1;:::;kg. Let K be a constant such that

K >E p(f ); for example, we can seledK to be the sum of allw;p.qq. Our function Dy(1)

will force f (t;) = j; if p=t; is a terminal vertex,

0o I=j,

Dy(l) =
oll) K otherwise.

For a non-terminal vertexp we setDy(I) = 0 for all |, which means all labels are equally
good. We de ne a labelingf to be feasibleif the set of pixels labeledj by f forms a
connected component that includes;. Feasible labelings obviously correspond one-to-one
with multiway cuts.

Theorem 9.1 The labelingf is feasible, and the cost of a feasible labeling is the costhef
corresponding multiway cut.

Proof:  To prove that f is feasible, suppose that there were a s& of pixels that f
labeledj which were not part of the component containingtj. We could then obtain a
labeling with lower energy by switching this set to the labebf some pixel on the boundary
of S. The energy of a feasible labeling is P fp:ggeN Utpigg T (F (P) & (0)); which is the cost
of the multiway cut corresponding tof . [

This shows that minimizing the Potts model energyEp (f ) on an arbitrary P and N is
intractable. It is possible to extend this proof to the case hen P is a planar grid, see [43].
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